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1 Introduction

Epistemic decision theory is the project of evaluating epistemic states and in-
vestigating epistemic norms using the tools of decision theory (see for example
(Joyce, 1998), (Leitgeb and Pettigrew, 2010), (Pettigrew, 2013, 2014, 2016a)).
Beliefs' accuracy plays the role of utility and principles such as dominance de-
termine which beliefs are rationally permissible. This is a powerful approach
to epistemology because it uni�es epistemic normativity with a single source of
value and enables formal demonstrations of normative principles via decision
theory, which is general-purpose and well-understood. There is much disagree-
ment, however, regarding the measurement of accuracy which underpins the
entire endeavor. This paper provides a new argument for one way of measuring
(in)accuracy and explores the consequences of adopting this inaccuracy measure.

Section 2 explains why the persistence of multiple con�icting inaccuracy
measures is a serious problem for epistemic decision theory. A new approach is
proposed; instead of characterizing competing meaures according to their prop-
erties, a unique numerical representation of accuracy will be constructed using
basic (but neglected) decision-theoretic techniques. Section 3 provides and jus-
ti�es this construction: belief choice is represented as a �game against Nature,�
epistemic mixed strategies are interpreted as credences, and then a credence's
inaccuracy in a state is simply its (uniquely determined) utility in that state.
Section 4 explores the consequences of this way of measuring inaccuracy; the
usual proofs of probabilism, the principal principle, and conditionalization do
not go through, but new ways of understanding these norms are suggested. Sec-
tion 5 points to avenues for further progress for epistemic decision theory in light
of the present arguments, and highlights additional advantages of representing
belief choice as a game against Nature.
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2 Multiplicity of Accuracy Measures: Boon or

Bullet?

2.1 Measuring accuracy

According to accuracy-�rst epistemologists, the sole source of intrinsic value for
an epistemic state is its accuracy, i.e. the match between the agents' beliefs
about the world and the way the world actually is (see (Hempel, 1962) for an
early expression of this view, and (Pettigrew, 2016a, Intro.) for a recent one).
Of course, agents lack direct access to the true state of the world, and so they
cannot directly observe the accuracy of their beliefs. They can, however, tell
whether their beliefs conform to the laws of probability, match objectively-given
chances, and are updated using Bayes' Rule. Accuracy must be formalized so
that its relationship to such merely-instrumental-but-observable virtues can be
explicated.

A basic framework in which accuracy can be de�ned is as follows1:

• There is a set of propositions F about which an agent has beliefs; let this
be �nite.

• There is a set of possible worlds, W.

• For each w ∈ W and X ∈ F , vw(X) = 0 if X is false at w and vw(X) = 1
if X is true at w.

• An agent's credences are given by c : F → [0, 1]; let C be the set of
credence functions.

So an agent's beliefs are represented by a function mapping each proposition
to a numerical degree of belief, and the truth is given by the valuation func-
tion specifying which propositions are true at each possible world. The agent's
accuracy is the product of these two factors. Typically inaccuracy is de�ned
instead, and I follow suit:

• s : {0, 1} × [0, 1] → [0,∞] gives the local inaccuracy of a credence in a
particular proposition at a particular world.

• s(0, 0) = s(1, 1) = 0

• I : C ×W → [0,∞] gives the global inaccuracy of a credence function.

• I(c, w) = Σ
X∈F

[s(vw(X), c(X))]

Intuitively, when there is a perfect match between the truth and the credence,
the credence is minimally inaccurate. Inaccuracy is measured the same way
for all propositions, and the global inaccuracy is just the sum of all the local
inaccuracies.

1I use Pettigrew's basic notation for convenience (Pettigrew, 2016a).
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An example will show in what respect this setup is simple and intuitive,
and in what respect it leaves open the big question that concerns us here.
Suppose that a gardener has just planted some tomato seeds saved from last
year's harvest and is considering whether they will germinate; she forms be-
liefs over the proposition set F = {X,¬X} where X is the proposition that
the seeds germinate. Unbeknownst to the gardener, the seeds will in fact ger-
minate: vw(X) = 1 and vw(¬X) = 0, where w is the actual world. Clearly,
if the gardener fully believes that the seeds will germinate � and fully dis-
believes that they are duds � then she is perfectly accurate. In this case,
c(X) = 1, c(¬X) = 0, s(vw(ϕ), c(ϕ)) = 0 for each proposition ϕ, and so
I(c, w) = s(vw(X), c(X)) + s(vw(¬X), c(¬X)) = 0. Now, what if her beliefs
were di�erent, for example if she fully believed the seeds would not germinate
(c(X) = 0) or were completely uncertain (c(X) = c(¬X) = .5)? If we ignored
the hint provided by the above de�nitions (that s and I are unbounded), we
might be inclined to say that the perfectly inaccurate belief (full belief that the
seeds won't germinate) has local inaccuracy of 1, and the uncertain belief has
local inaccuracy of .5. This is intuitive because indi�erence is a midpoint be-
tween being correct and being incorrect. Pressing on with this intuition would
be too hasty, however. The correct way to measure inaccuracy has turned out
to be quite controversial, with many possibilities to consider.

Here are three of the most prominent suggestions. The �rst is the Absolute
Value measure (�Abs�):

• I(c, w) = A(c, w) := Σ
X∈F

[|vw(X)− c(X)|]

Second is the Brier Score (�Brier�):

• I(c, w) = B(c, w) := Σ
X∈F

[|vw(X)− c(X)|2]

The third measure is the Additive Logarithmic (�Log�) inaccuracy measure:

• I(c, w) = L(c, w) := Σ
X∈F

[−ln(|1− vw(X)− c(X)|)]

Abs is the simplest of the measures and I advocate a variant of it in this
paper. Brier, which Pettigrew advocates, is generated by the squared Euclidean
distance metric (Pettigrew, 2016a, Ch. 4). It looks like a minor variant of Abs,
but turns out to have quite di�erent properties. Log departs further still.

Some of the properties that di�erentiate these measures will be discussed
in Section 4. What matters at present is that these di�erent mathematical
measures actually support di�erent conclusions. When our gardener has the
incorrect full belief (c(X) = 0 and c(¬X) = 1), A(c, w) = B(c, w) = 2 and
L(c, w) = −2ln(0), which is (treated as) ∞ � maximal inaccuracy. When
the gardener is completely uncertain about whether her seeds will germinate
(c(X) = c(¬X) = .5), A(c, w) = 1, B(c, w) = .5, and L(c, w) = 1.39. Qual-
itatively, the improvement in accuracy that comes from trading the false full
belief for a fully uncertain credence is most modest as judged by Abs and (far)
greatest as judged by Log. Our assessments will therefore depend quite a lot
on how inaccuracy is measured.
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2.2 Multiplicity as a bullet

This observation intuitively suggests that a persistent multiplicity of inaccuracy
measures should be a serious problem for this approach to epistemology, and this
section expands on the worry. One known problem is the Bronfman Objection,
which Pettigrew takes up in a chapter of his recent book (Pettigrew, 2016a,
Ch. 5). The problem is this: Accuracy-based arguments for probabilism show
that credences should conform to the laws of probability because � given a
particular inaccuracy measure � credences that violate these laws are dominated
by some credences that do conform (and are themselves undominated). That
is, the non-probabilistic credences will be less accurate than the probabilistic
alternative no matter what the true world is. This argument goes through using
any of the inaccuracy measures widely endorsed in the literature (including
Brier and Log, but not Abs; see 4.1), but which alternatives dominate the
non-probabilistic credence will depend on the inaccuracy measure and, worse,
there may be no overlap between the dominators that two di�erent measures
identify. Hence, the argument for probabilism is undermined by the fact that
there is no way to make a guaranteed improvement by adopting a probabilistic
credence. Pettigrew considers several possible interpretations of multiplicity:
that all of the measures are legitimate precisi�cations of accuracy, that the
right measure is subjective but the agent doesn't endorse a particular measure,
or that we are simply (epistemically) unable to determine which measure is the
unique legitimate one. He concludes that none of these interpretations provide
an escape from the objection.

A second argument uses multiplicity to challenge epistemic decision theory
more generally. Some have questioned whether accuracy is a true quantity at all
[citation supressed; under review], and the existence of multiple, incompatible
ways of measuring it seems to support the skeptical view. Let's examine why.
Numbers are often used in settings where they might not obviously apply be-
cause quantitative representations of qualitative phenomena can be useful. For
example, Expected Utility Theory builds numerical representations of utility �
unique up to linear transformation � from qualitative preferences (Mas-Colell
et al., 1995, Ch. 6); similarly, the conditions under which qualitative beliefs can
be uniquely represented by probabilistic credences are an important subject of
inquiry (Fishburn, 1986) (we will return to this point in 4.1). The quantities
in these settings � the utility and belief measures � are not taken to be �real,�
but are taken seriously because proofs support their unique representational
relationships to their qualitative targets.

Accuracy might at �rst be thought to follow the same pattern: we can
stipulate the numbers that will represent minimal and maximal accuracy � 0
and 1, say � and build from there to determine the representations of partial
beliefs. Accuracy need not be a �genuine quantity� any more than utility or
degree of belief need be; all that matters is that we can provide the appropriate
construction. Multiplicity blocks this move, though. We might not have a
unique utility or credence function that represents an agent's preferences or
beliefs, but we know that the more data we gather, the closer we get until we
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can pin one down. If we were forever to be stuck with two incompatible utility
functions purporting to represent an agent's preferences, then we would deny
that we had succeeded in representing them and we wouldn't draw normative
conclusions from either representation. Yet this is exactly the situation with
accuracy. If a belief change halves inaccuracy according to one measure and
reduces it by nine tenths according to another, it is hard to maintain that these
incompatible quanti�cations both represent the same qualitative phenomenon.

A pluralist might object that accuracy is a real qualitative phenomenon,
and it is amenable to quantitative treatment, but the qualitative phenomenon
is not precise enough for there to be a unique quanti�cation that represents it.
I think this objection does not render multiplicity more acceptable for several
reasons. First, if accuracy were simply imprecise then we would expect it to be
represented by intervals, just as imprecise beliefs are represented by probability
intervals. The norms supported by accuracy-�rst epistemology would then be
those supported by dominance arguments given this interval representation of
accuracy. Yet this is not what happens; instead, accuracy arguments depend
on precise accuracy measures. While these arguments go through with many
di�erent precise measures, they would not go through using intervals containing
all such measures (see 2.2); so a pluralist would have to give up most of the
bene�ts of epistemic decision theory. Moreover, accuracy just does not seem
to be an imprecise notion in the way that degree of belief, for example, can
plausibly be imprecise. The imprecision here is in our minds, and not in the
world.

2.3 Possible resolutions

Three responses to the multiplicity problem suggest themselves: It can be rein-
terpreted as a virtue, eliminated by imposing conditions on inaccuracy measures
that narrow the �eld to one measure, or eliminated by a di�erent kind of ar-
gument. I consider each of these responses in turn, endorsing the third; the
remainder of the paper then provides my alternative argument for a unique
inaccuracy measure.

Joyce has commented that multiplicity could be a boon rather than a bullet
to be bitten, and there is an argument to be made in support of this view.
The objection raised in the last section could be taken to show that we don't
have one single concept of accuracy such that one way of quantifying it will be
appropriate in all situations; rather, there are several subtly-di�erent concepts
accuracy∗, accuracy#, and so forth, each of which is appropriate in certain
contexts. It does make sense for example that in some settings moving slightly
away from a completely wrong full belief is extremely valuable and others in
which it makes only a small di�erence. But these contextual considerations
seem separate from the pure, non-pragmatic notion of accuracy aimed at, and
admitting them would undermine the uni�catory power and claim to objectivitiy
that make accuracy-�rst epistemology such a powerful idea in the �rst place.

Pettigrew favors the second resolution, characterizing a unique inaccuracy
measure according to its independently-motivated properties. He defends Brier
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as the correct measure of inaccuracy in this way (Pettigrew, 2016a, Ch. 4). My
objection is not to Brier in particular, nor am I con�dent in rejecting any of the
properties that jointly characterize it.2 Rather, my objection is methodological:
reasons can be given in favor of each of the properties suggested as requirements
for inaccuracy measures, but ultimately each one must be accepted or not on
the basis of intuition. Pettigrew is the exception in arguing for a particular
measure; most authors are more conservative and leave the reader to judge
which properties to endorse. Intuitions are hard to come by in this abstract
realm and not generally provident of great con�dence when they are available;
this is why there is yet no consensus regarding the correct measure although the
properties of each are fairly well studied.

Since consensus seems unlikely to be reached through agreement on a set of
properties, it makes sense to try a wholly di�erent approach. I therefore advo-
cate this third resolution, to eliminate multiplicity through a new argument the
premises of which it may be easier to reach agreement on. This argument does
not appeal to properties that the measure should satisfy, but rather looks to the
expected-utility-theoretic foundations of epistemic decision theory. I will show
that, if belief states are represented in the same way as choices, and accuracy is
to play the role of utility, then completely-standard decision theory identi�es a
variant of Abs as the measure of epistemic utility.

3 Inaccuracy as Expected Utility

3.1 Belief as a game against Nature

The argument exploits the decision-theoretic foundations of accuracy-�rst epis-
temology, so these foundations now need to come out of the shadows. Belief
choice must be explicitly represented as a decision problem. We begin with the
most basic problem in which there is no evidence to accommodate; we need only
represent the possible beliefs the agent might have and the (in)accuracy of those
beliefs given di�erent ways the world might be. The agent is assumed to have no
prior probability distribution over the possible worlds (their present task may
be understood as setting such a prior), so the problem is categorized as deci-
sion under uncertainty. Such problems are conveniently represented as �games
against Nature,� but it is important to note that in doing so we do not intro-
duce any new or non-standard assumptions. In this section and the next, the
advantage is representational only; Section 5 brie�y discusses the consequences
of di�erent truly game-theoretic assumptions that we might make.

A static game can be de�ned as a tuple G = (I, (Si, Ui)i∈I) where:

• I is the set of players

• Si is the set of available pure strategies for each player i ∈ I, and

2Additivity is a weak link to my mind; why shouldn't the goodness of a credal state be
able to depend on any of its holistic properties or on the interaction between the credences in
particular propositions?
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• Ui : Π
j∈I

Sj → R is a utility function for i that associates a numerical payo�

with each strategy pro�le

Each player simultaneously chooses exactly one of their available strategies, and
a strategy pro�le is a combination of strategies the players might choose. In the
simple epistemic choice scenarios under consideration, let I = {A,N}, where the
player denoted by A is an agent while the other (N) is �Nature.� In the context
of epistemology the agent's pure strategies SA = {b1, ..., bX} correspond to full
beliefs they could adopt, and we will assume that the agent chooses among a
�nite set of mutually exclusive propositions (let this be the set F from above).
Nature chooses the state of the world, determining which beliefs would be true;
hence let SN = {w1, ..., wX} where for all 1 ≤ x ≤ X, beliefs bx are true when
the world is wx.

The agent's payo� function gives the inaccuracy of their beliefs; a perfect
match between belief and world will be assigned utility of 0, and we will assign
a perfectly inaccurate belief a utility of -1. Note that the choice of payo�s is
arbitrary apart from the given qualitative constraints, as in ordinary Expected
Utility Theory. For now we leave out any truly strategic aspect of Nature's
choice and let Nature's utility function be constant. Initial utility functions are
therefore as follows:

UA(bx, wy) =

{
0 x = y

−1 x 6= y

UN (bx, wy) =
{

0 ∀x, y

Due to the game's symmetry � matching the world is what matters and not
how it is done � we can analyze a concrete example with no loss of generality.
Suppose therefore that Nature's choice determines the color of a ball drawn from
an urn and the only possible colors are red, yellow, and blue. So SA = {b1 =
red, b2 = yellow, b3 = blue}, SN = {w1 = red, w2 = yellow, w3 = blue}, and
the utility function is as given above.

The normal form representation of this game is below; the agent chooses one
of the rows, labelled according to color, while Nature simultaneously selects a
column. (The simultaneity is critical: players act independently, so neither can
in�uence the other.) The cell corresponding to each combination of such choices
shows the agent's payo� for that combination, with Nature's payo�s supressed.

Nature

Agent

R Y B
R 0 -1 -1
Y -1 0 -1
B -1 -1 0

Base Game
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3.2 Mixed strategies

Standard rationality principles fail to pick out any of the available pure strate-
gies (full beliefs) as the best choice because the payo� structure is symmetric.
Any argument in favor of red supports yellow and blue just as well. This state
of a�airs makes the need for mixed strategies conspicuous; in situations like this,
the rational agent will often place some weight on each option rather than se-
lecting one. Even if a mixed strategy is not the only rational option � Pettigrew
defends the permissibility of �leaps of faith� towards a particular hypothesis in
the epistemic case by applying decision theory's Hurwicz Criterion, for example
(Pettigrew, 2016b) � it is an important option that cannot be neglected.

In our example, many agents will prefer to place equal weight on each of the
possible colors, a choice we can represent as follows:

Nature

Agent

R Y B
R 0 -1 -1
Y -1 0 -1
B -1 -1 0
M - 23 - 23 - 23

Urn game showing even mixture

The strategy �M� here is the choice to place equal weight on each color. This
choice might be justi�ed by the principle of insu�cient reason (because the
agent has no reason to place more weight on one color than another) or the
minimax principle (because it minimizes the loss the agent can incur); see
(Luce and Rai�a, 1957, Ch. 13) for an overview of such decision principles).
Mixed strategies are indispensible in decision theory, and I will argue that they
have a critical role to play in epistemic decision theory as well.

Formally, a mixed strategy for a player is a probability distribution over that
player's pure strategies. There are in�nitely many such probability distributions:
�M� is one, but so is 1

256 red, 100
256 yellow, and 155

256 blue, or 0 red, 1
6 yellow, 5

6
blue, and so forth. Then for each agent i ∈ I, their enlarged strategy set is
S+
i = {P (Si) ∈ P(Si)}, where P(Si) is the set of probability distributions over

the elements of Si.
If pure strategies correspond to full beliefs, what is the epistemic counterpart

of these mixed strategies? The standard interpretation of mixed strategies in
decision theory is that the player randomizes (e.g. uses a die or spinner) to
select a pure strategy, with the ultimate e�ect that a pure strategy is chosen
(see (Luce and Rai�a, 1957, Ch. 4.10) for discussion). This interpretation may
seem implausible in the epistemic case: �ipping a coin to choose a full belief
would be odd (though not inherently indefensible). More importantly, it fails to
capture an agent's actual epistemic state when multiple possibilities have some
pull. It is quite natural to interpret an epistemic mixed strategy instead as an

8



independent credal state that places weight on multiple possibilities, without
ultimately choosing one. In other words, partial beliefs correspond to mixed
strategies.

This interpretation of epistemic mixed strategies is quite defensible. Its
pragmatic analog is untenable because a player of a pragmatic game must take
action � press a button, move a particular chess piece to a particular square,
place a speci�c bet � and a probability distribution over such options will not
su�ce. There is no corresponding requirement that epistemic agents ultimately
choose full beliefs; we recognize that agents can believe propositions only to
a certain degree. In fact, the epistemic interpretation of mixed strategies is
arguably more natural than the pragmatic one, since in both cases the utility is
an expectation based on the full weighting but in the pragmatic case the utility
of one of the pure strategies must ultimately be realized.

Interpreting epistemic mixed strategies as independent belief states has a
signi�cant bene�t in that it enables a very elegant and powerful representation
of belief choice problems. Only full beliefs need be explicitly represented and the
in�nity of intermediate probabilistic credal states is represented implicitly (N.B.:
�M� and other mixed strategies are shown here for purposes of presentation
only). O�-the-shelf theorems can then be used to solve for the credal states that
interest us, as I note in Section 5. It would of course be possible to represent
credence functions explicitly, as pure strategies, but complicating matters in
this way would require a strong motive.

3.3 Calculating utility

The attentive reader will have noticed that the mixed strategy �M� added to
the example game has utilities attached to it, although no augmented payo�
function has been presented. This is because those payo�s are implicit; de�ning
a game and allowing mixed strategies provides all of the information needed to
calculate the unique payo� of each mixed strategy given each opponent strategy.
We need only �x the scale by assigning values to perfect and perfectly incorrect
full beliefs.

Where does a mixture's utility function come from? The payo� of a mixed
strategy given an opponent strategy is simply its expected utility; given an
opponent strategy, a mixture's utility is calculated by weighing each pure strat-
egy's utility by the probability assigned to that pure strategy. Let us therefore
refer to this inaccuracy measure as EU. As one of the most basic and important
concepts in decision theory, the epistemic decision theorist will presumably take
expected utility to be the fundamental criterion of goodness whenever it applies,
and it applies so naturally in the case of mixed strategies that it goes largely
unnoticed. One might worry that, since we are interpreting mixed strategies
as credences rather than devices for selecting pure strategies, expected utility
no longer literally applies; the agent does not expect to get each of the pure
strategies' utilities with a particular probability. It is useful to remember that
expected utility is actually a special case of a more general weighing and aver-
aging procedure; for example, a student might choose a university by placing
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di�erent weights on important attributes like average class size, cost, and lo-
cation, and multiplying the weights by the scores for each category; the best
university will have the best weighted average of scores. The combined scores
follow directly from the individual category scores and the weights. So the
subtle shift in the interpretation of mixed strategies does not provide any new
grounds for objection to using this standard utility-calculating procedure, and
as I explain above, the new interpretation is in fact more natural.

Additional support for the naturalness of de�ning inaccuracy as credal ex-
pected utility comes from the fact that the inaccuracy measure induced appears
repeatedly in the literature (cf. (Gibbard, 2008; Maher, 2002; Joyce, 2009)) as
an intuitive choice: Abs. The relationship between EU inaccuracy and Abs

measure may not be immediately obvious, so let us see the sense in which they
coincide. First, consider two more mixed strategies that could be chosen in our
urn game: the �rst strategy (call it �M 3

5R�) places
3
5 of the available credal mass

on red and 1
5 each on yellow and blue, while the other (�M 1

2R�) places half of its
credal mass on red and a quarter each on the other colors. The new mixtures
are shown below.

Nature
R Y B

R 0 -1 -1
Y -1 0 -1
B -1 -1 0

Agent M - 23 - 23 - 23
M 3

5R − 2
5 − 4

5 − 4
5

M 1
2R - 12 - 34 - 34

Urn game with three mixtures

Strategy M 3
5R is expected to lose 2

5 when a red ball is drawn because it loses 1,
with weight 1

5 , for both yellow and blue. Similarly, when the ball is yellow or
blue, the strategy loses 3

5 for the weight it puts on red, and an additional 1
5 for

the other wrong color. The utilities of the other strategies are calculated in the
same way.

First notice that the utilities shown behave in the correct way given our
qualitative notion of accuracy: Supposing the true color is red, the utility is
greater (closer to 0) the more weight a strategy places on red. Given a particular
strategy, its utility is greater in worlds that it places more weight on, and worlds
weighted equally by a strategy yield the same payo� given that strategy.

In what follows, with no loss of generality, we will assume that the true state
of the world is such that the ball is red; we will restrict our attention to the
�rst payo� column. Now notice that the utility of each strategy is simply the
weight not placed on red, because the weights placed on the other colors are
individually multiplied by −1 and summed. (In other words, being wrong is
a source of disutility while being right matters only indirectly.) So long as we
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retain the assumption that credences are probabilistic, however, this makes the
payo�s equal to −(1 − c(red)). In this case, it is easy to see that a credence's
(dis)utility is just the local Absolute Value inaccuracy a(c, wN ) := |1 − c(wN )|
where wN is Nature's true strategy and c(wN ) is the probability placed on bN
by the agent's strategy sA ∈ S+

A ; the disutility of a probabilistic mixed strategy
is just the di�erence between the true proposition's truth value (1) and the
credence placed in it. So for example a(M 3

5R,R) = |1 − 3
5 | = 2

5 , and since
inaccuracy is a loss rather than a gain, the utility is negative.

This measure is super�cially di�erent from globalAbs inaccuracy, as de�ned
in 2.1: A(c, w) := Σ

X∈F
[|vw(X)−c(X)|]. In our example, F = {red, yellow, blue}

and the agent places some credal weight on each of these propositions. Applying
global Abs would mean adding up the inaccuracies of all the colors: A(c, wN ) =

Σ
X∈F

[|vwN
(X) − c(X)|] = |1 − c(red)| + |0 − c(yellow)| + |0 − c(blue)|. In the

case of M 3
5R the global inaccuracy is then 2

5 + 1
5 + 1

5 = 4
5 , and in fact global

inaccuracy will always be weakly greater than local inaccuracy because more
sources of inaccuracy are summed. This di�erence really is super�cial in the
case we are considering, though: the propositions in F are mutually exclusive
and exhaustive of the possibilities, which is why they correspond to Nature's
pure strategies in the game-theoretic representation. Since mixed strategies
are probabilistic and the weight placed on the true and false propositions are
complementary, the global inaccuracy is just the double of the local inaccuracy.
In e�ect, using global inaccuracy in this setting double-counts the agent's error.
If we wish to evaluate an agent with regards to propositions which are not
mutually exclusive, and we think that their beliefs in di�erent matters make
separate contributions to their inaccuracy, then we can represent them as playing
multiple games against Nature � in each of which their strategy set corresponds
to a mutually exclusive and exhaustive set of possibilities � and simply sum the
inaccuracies from each of the games.

4 Consequences of Expected Utility Accuracy

4.1 Probabilism

Abs has been strongly resisted by epistemic decision theorists. An important
reason is that, though the utilities examined above and the basic de�nition both
look quite sensible, the measure yields ostensibly unacceptable results when non-
probabilistic credences are included as possibilities. Consider what happens if
we add a few non-probabilistic pseudo-mixed strategies to the urn game:
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Nature
R Y B

R 0 -1 -1
Y -1 0 -1
B -1 -1 0
M - 23 - 23 - 23

Agent M 3
5R − 2

5 − 4
5 − 4

5
M 1

2R - 12 - 34 - 34
None* 0 0 0
All* -2 -2 -2
Half* -1 -1 -1

Urn game with non-probabilistic credences (*'d)

�None� represents the credence that puts weight of 0 on each of the colors; since
inaccuracy comes from placing weight on false propositions, this strategy has
no inaccuracy in any state. �All� represents the credence that places weight of
1 on each color; i.e. all of the full beliefs are adopted. This strategy always has
utility of -2 because, no matter the state, the agent has two perfectly inaccurate
beliefs. Strategy �Half� places weight of 1

2 on each of the pure strategies; in each
state, it therefore gains inaccuracy of 1

2 for each of the wrong colors.
�All� and �Half� are both weakly dominated by other available strategies;

there are other credences that are never more inaccurate and sometimes less
inaccurate. For example, a full belief in red always outperforms �All� and beats
�Half� when Nature selects R. This is unobjectionable; the three states of the
world are mutually exclusive and the agent who expects more than one of them
to be realized is guaranteed to err. Observe, however, that EU inaccuracy no
longer coincides with local Abs because the weight placed on the true state is
no longer the complement of the weight placed on the false states.

Nonetheless, the main objection to Abs is replicated for EU with non-
probabilitic credences. The objection is to the apparent weak dominance of the
non-probabilistic credence function �None�: the agent can guarantee minimal
inaccuracy simply by placing no credal mass on any of the possibilities. If this
strategy dominates, then failing to conform to the laws of probability is not only
rationally permitted, but rationally required. Therefore � the argument goes
� Abs (and EU by extension) must be somehow illegitimate. As Pettigrew
writes, �ruling out the absolute value measure ... in a way that does not beg
any questions is one of the most di�cult challenges facing any characterization
of inaccuracy measures that will serve to underpin an accuracy argument for
Probabilism� (2016a, pg. 35).

The alternative method of determining a unique inaccuracy measure that
this paper advocates has brought us right back to the problem of probabilism,
and it simply won't do for this method to result in the recommendation to violate
probabilism in all cases by never believing anything. So the challenge of non-
probabilistic credences must be met in a new way. The source of the di�culty �
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the counterexample to probabilism � is actually very simple, and readily suggests
a solution. �None� is weakly dominant because only misplaced credal mass
factors into utility, hence perfectly correct beliefs are not distinguished from
abstinence from belief. This is not a problem with Abs or EU. It is instead
a consequence of taking inaccuracy to be the sole measure of (dis)utility and
not assigning any direct utility to accuracy. Nor is it obviously wrong: the
rationality of forming new beliefs on a new matter (or not) is a separate issue
from that we consider here, and there is no easy solution; epistemic decision
theorists have begun investigating this issue under the heading of population
ethics of belief (Carr, 2015; Pettigrew, ms). Regardless of the value one places on
abstaining versus wagering with belief, the present framework can accommodate
abstinence as a distinct choice quite naturally. The belief choice game we have
been considering need only be embedded within a larger game: the agent �rst
decides whether to set beliefs about the balls in the urn at all, and then plays
our game only if they have opted in. Abstinence carries a �xed payo� (to be
decided by the population theorists), while the payo�s for positive belief choices
are as given by our game.

Once the agent has chosen to play the belief game, non-probabilistic cre-
dences that sum to less than 1 will still weakly dominate because placing more
weight can bring more disutility when misplaced but can never cancel out that
disutility by being well-placed. We can avoid this by requiring that the agent
place the full amount of available mass once they decide to place mass at all; in-
deed the mixed strategies that they choose amongst are probability distributions
by de�nition. The concern is that by disallowing non-probabilistic credences we
thereby beg the question in favor of probabilism; the material constraints that
probability places on game play need not imply anything about the rationality
of belief.

Or do they? The laws of probability are taken to be compelling and impor-
tant because (the quantum level aside) they describe facts about the structure
of reality; if our three possibilities are mutually exclusive and exhaustive then
by de�nition their total probability is composed of their individual probabilities.
The number system we use to describe these may be a historical artifact, but the
proportions between the colors' frequencies of occurence are more fundamental,
and would not change if we used a di�erent number system or indeed no number
system at all, but a lump of clay. We have no doubt that probability governs
reality, and though belief seems di�erent, perhaps it is not. Perhaps belief seems
di�erent only because our custom of representing credences using a particular
number system has led us to forget what underlies that representation.

I propose that rational credences need be representable as probability distri-
butions for a much more fundamental reason than that they can then be shown
to be accuracy-undominated. The numerical representation of credence already
relies on probability; the construction of a credence function will presuppose the
appropriate logical relationships between propositions and credences in them.
An extensive literature studies the combinations of properties of qualitative be-
lief that guarantee representability as probabilities, along with the conditions
for uniqueness (see (Fishburn, 1986) for an overview). So rational credences
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must be probabilistic simply because if it is not possible to represent an agent
as having probabilistic credences then their qualitative beliefs must be logically
incoherent.

When an agent opts in to our belief game, what literally exists for the agent
are not numerical credences for each color that may fail to sum to 1, but com-
parative beliefs regarding the relative likelihoods of the colors. If the agent takes
each color to be equally likely, then we must represent them as having credence
of 1

3 in each possibility. If they fail to recognize that the ball could be blue, then
we must represent them as having credence 0 in that proposition (and 1

2 in each
of the others, assuming qualitative indi�erence). We should imagine giving the
agent a lump of clay and allowing them to distribute it amongst their available
full beliefs as they like, so that more clay on a possibility represents its greater
plausibility for the agent. If the agent fails to recognize that red and yellow
are mutually exclusive and so has credences that can't be represented proba-
bilistically on that account, then they have an outright false belief that we will
evaluate negatively (or we need to represent multicolored balls as a possibility).
We should not expect our inaccuracy measure to o�er the explanation for every
possible error an agent can make.

The literature on numerical representability of belief is quite well known,
and it might seem puzzling that this argument has not been advanced before.
Two explanations suggest themselves. First, numerical credences have become
so standard in formal epistemology that the underlying representation theorems
are easily neglected (just as happens with numerical utilities). Second, the best-
known representation theorems entangle belief with preference and are therefore
less appealing to epistemologists; hence their search for a �non-pragmatic vindi-
cation of probabilism� (Joyce, 1998). Many representation theorems are purely
about belief, though. The prominence of Dutch Book arguments � proofs that an
agent with non-probabilistic beliefs can be guaranteed betting losses � has a his-
torical explanation rather than a theoretical one: operationalizing key concepts
and �nding ways to elicit beliefs and preferences were high priorities during the
heydey of representation theorems because of a desire to live up to scienti�c
standards of empirical observability and testability (Eriksson and Hájek, 2007);
cf. (von Neumann and Morgenstern, 1944, Ch. 1). These priorities make sense
for many purposes � and are largely retained in decision theory � but �t poorly
with the goals and subject matter of epistemologists.

4.2 Propriety and the principal principle

The previous section discussed the fact that probabilism does not follow from
EU; I argue that probabilism is justi�ed by more fundamental considerations
of accuracy, and must be assumed before we can evaluate numerical credences
at all. (Credences will be assumed to be probabilistic from here on.) This
section discusses another consequence of EU: it does not allow us to derive
the so-called principal principle, the requirement that one's credences match
objectively-given chances.

To illustrate how the principal principle fails, suppose that our agent still
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faces an urn with balls of three colors, but has now been given the opportunity
to take them all out and count them. The agent has counted 70 red balls, 20
yellow, and 10 blue, and then returned them to the urn. The urn has been
thoroughly shaken, and the agent has opted to form new beliefs regarding the
color of the next ball to be drawn. According to the principal principle, the
agent should put weight of .7 on red, .2 on yellow, and .1 on blue. The game is
shown below with this credence included.

Nature

Agent

R Y B
R 0 -1 -1
Y -1 0 -1
B -1 -1 0
PP - 3

10 - 8
10 - 9

10

Urn game showing principal principle

Suppose now that we use the objectively-given probabilities to calculate the
expected utility of the PP strategy; having known weights on the possible worlds
enables us (for the �rst time) to compare strategies by calculating a single utility
measure for each as opposed to comparing only state-by-state. The expected
utility of PP is -.46.3 The expected utility of a full belief in red, however, is
only -.3.4 So by the standards of expected utility given the objective chances
� and similarly according to credence PP � the full belief is better, and has
lower expected inaccuracy, than the credences that are �correct� in the sense
of matching the objective probabilities. In general, according to EU, the only
expected utility-maximizing credences will be those that place equal weight on
all possible worlds and those that place all weight on a single world; this is
because if one world is taken to be even slightly more likely than the others,
expected utility is maximized by placing all credal mass on that most-probable
world.

This is not a surprising consequence of EU, �rst because it has a well-known
analog in pragmatic choice and second because it has been used to criticizeAbs.
The game rock, paper, scissors will be familiar even to those who have not
studied game theory and can illuminate the phenomenon. Here is that game:

Nature

Agent

R P S
R 0 -1 1
P 1 0 -1
S -1 1 0

3−(.7 · .3 + .2 · .8 + .1 · .9) = −.46
4−1 · (.2 + .1) = −.3
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Rock, Paper, Scissors

In this game, rock beats scissors beats paper, but paper beats rock ; the best
choice depends entirely on what the other does. Anyone who has played will
know how to do (relatively) well in this game: make choices that your opponent
cannot predict and in the lucky event that you can predict what they will do
choose the strategy that beats them. The only equilibrium (stable solution) to
this game is therefore for both players to be perfectly unpredictable, i.e. play
each of their pure strategies with equal probability. (Analogously, the credal
strategy that places equal weight on each world is stable in the sense that it
maximizes expected utility by its own lights.)

Now consider the rational response if the opponent does not randomize well;
perhaps they choose rock somewhat more often than the others. Instinct might
suggest that the best response is to make a proportional adjustment, and choose
paper with somewhat greater probability. This instinct is wrong: expected
utility is maximized by choosing paper for certain (the reader may carry out
the calculations to check this). In the epistemic case, likewise, once one state of
the world is an objective favorite, expected utility is maximized by placing all
credal mass on the likely winner. Credence in less likely states is simply more
likely to be misplaced.

Opponents of Abs argue that this consequence makes that measure illegiti-
mate. Here is a reconstruction of the argument in (Joyce, 2009):

Def. A modest credence is one which does not minimize expected inaccuracy
when its own weights are used to calculate expected inaccuracy.

P1 Modest credences are defective because they undermine themselves, and so
can't be rationally held.

P1 is used to support P2, which makes a claim about inaccuracy measures:

P2 Immodesty : an inaccuracy measure �should not render any credences mod-
est when there are circumstances under which those credences are clearly
the rational ones to hold� (Joyce, 2009, p. 278).

Applying this principle requires saying which credences could be clearly rational,
and the third premise does this:

P3 All coherent (i.e. probabilistic) credences can be rational in some circum-
stances.

An important motivating idea behind P3 is that the agent might have strong
evidence that a particular probability distribution gives the objective chances
of each of the possibilities, and so the agent would be (or could be) rational to
adopt those objective chances as their subjective degrees of belief. For example,
they may have looked at the contents of our urn. P2 and P3 imply C:

C Any legitimate inaccuracy measure must be such that probabilistic credences
always minimize expected inaccuracy by their own lights (are never mod-
est).
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Joyce notes that this is a very strong requirement that rules out most inaccuracy
measures. It clearly rules out Abs and EU. Their violation of Immodesty is
related to the fact that they are not proper scoring rules:

Def. A scoring rule (payo� function) for an agent's reports about their ex-
pectations regarding some event(s) is proper if it incentivizes the agent
to truthfully report their beliefs about the probabilities with which the
event(s) will occur.

Propriety is a requirement taken from economics, where incentive-compatibility
is an important requirement in mechanism design; it sometimes appealed to in
arguments that rule out Abs.

This argument against improper inaccuracy measures is defective in several
ways. As a whole, the plausibility of the premises relies on the plausibility
of the intended conclusion: that matching one's credences to objectively- or
evidentially-given chances must be rational in the sense of minimizing expected
inaccuracy. The principal principle, C, and the requirement of propriety all say
basically the same thing; they cannot be used to support each other.

Nor do we have an independent argument for C. Critically, the argument
begs the question because it assumes the principal principle; that principle is
the justi�cation for P3. If we suspend judgment regarding this principle, EU
shows P3 to be false and we cannot conclude C.

P2 gets its teeth from P3, but it is problematic even on its own. P1 is quite
plausible � it just says that it would be bad to choose (and retain) credences
that recommend doing otherwise � but P2 adds to this the requirement that the
inaccuracy measure rather than the choice rule implement this choice principle.
This is not well justi�ed � especially without a prior commitment to using
an inaccuracy measure to justify the principal principle � and is unfaithful to
standard decision theory in a way that suggests that P2 is wrong. Speci�cally,
Immodesty violates the division of labor between utility functions and solution
concepts. An inaccuracy measure gives us the disutility of a credence function
for each possible world (colors of balls or opponent strategies). The utility
function itself does not encode comparisons between full strategies on the basis
of expected utility (which is inapplicable to decision under uncertainty) or any
other principle. Choice principles (like dominance) take these utilities as inputs
to generate comparisons between full strategies. So the utility of a credence
in a world is prior to the application of any choice principles, and it makes
no sense to demand that consequences of expected utility calculations be built
into the initial utilities. Yet this is exactly what P2 does by assigning the
inaccuracy measure, rather than the choice principle, the role of ruling out
modest credences. By analogy, when two agents play a game of rock, paper,
scissors, rationality requires that they each place equal weight on their three
pure strategies because these are the only strategies that are mutually expected-
utility-maximizing (this is the unique equilibrium of the game and thus the only
stable outcome). We do not observe this fact and then revise the utilities of the
game so that when we consider a di�erent mixed strategy that places more
weight on paper, it yields a lower payo� when the opponent plays rock.
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Furthermore, even P1 is less innocent than it seems and could be seen
as question-begging. An immodest credence is one with a particular stability
property: if you start out with a particular credence, then you should retain
this credence. This is essentially what the principal principle says: if you take
objective chances as an input � that is, you start out believing them � then you
should continue to believe them. We can say something similar regarding the
requirement of propriety; in this setting it amounts to requiring that our utility
function validate the principal principle (and as I have just explained, this is
confused as well as circular).

The failure of the principal principle should be seen as an interesting dis-
covery rather than an objection to a natural measure of inaccuracy. If the
background assumption of epistemic decision theory is that the same norma-
tive principles govern belief choice and pragmatic choice � given an appropriate
notion of utility � then we should not expect or require expected utility to
deliver di�erent results in the epistemic and pragmatic cases. Trying to force
our desired results in the epistemic case undermines the justi�cation that the
decision-theoretic framework is meant to provide. There does seem to be a prob-
lem in that, in the epistemic case, our rationality principle appears to endorse a
belief that is actually false: the agent knows in a sense that a yellow or blue ball
might be drawn, but nonetheless does better by believing that these things will
not happen. We can account for this by describing a di�erent choice problem,
pertaining not to the true color of the ball that will be drawn but to the ob-
jective chances themselves or to the long-run frequency of colors. In this case,
it is trivially rational for the agent's beliefs to perfectly match reality because
they know the true state of the world and can guarantee perfect inaccuracy by
endorsing it. What our example � and the failure of the principal principle �
shows is that (contrary to intuition) agents maximize expected accuracy with

respect to non-stochastic propositions by placing all their credal mass on the
most probable world.

4.3 Conditionalization

Given EU, the normative status of Bayesian conditionalization is a straightfor-
ward consequence of the status of the principal principle. Suppose that I adopt
the equal-weighting credence in the urn game. If I were to learn (without a
doubt) that the urn contains no blue balls, then to conditionalize and adopt
a new credence weighting red and yellow equally is perfectly rational; the new
credence is undominated and minimizes expected loss with respect to the con-
ditional probabilities provided by my initial credence distribution (although full
belief in red or yellow would do the same). If, however, I were to learn something
yielding non-zero and unequal conditional probabilities in each of the colors �
for example if I sample the urn and see two yellow balls and one blue � then
to adopt the conditional probabilities would be irrational. Yellow will now have
higher probability than the others, and so (just as in rock, paper, scissors) I
minimize expected loss by placing maximal weight on yellow. (Strictly speak-
ing, let's say that I should plan to do this, but that unforseen considerations
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could lead me to respond to my evidence in some other way (Pettigrew, 2016a,
Ch. 15).) Lest this result seem too implausible, recall that my belief regards
the true color of the next ball to be drawn, and that if my aim is instead to have
true beliefs about objective frequencies, I trivially do best by matching the best
probabilistic information I have available.

This agrees with Greaves and Wallace's result regarding conditionalization
(2006). They prove that updating beliefs by conditionalization is rational so
long as the new credence is not modest. So, they explain, if we require epistemic
utility functions to be �everywhere stable,� then conditionalization maximizes
expected utility, and if the utility functions are such that all coherent credences
recommend themselves uniquely (are strongly immodest in our earlier terminol-
ogy), then conditionalization is uniquely rational. Abs, as they note, is merely
�somewhere stable�; according to that measure, some but not all credences are
immodest. Conditionalization cannot always be rational, then, because some
conditional probabilities will not be self-recommending as credences. Greaves
and Wallace do not argue in favor of everywhere-stability or against Abs, but
they do make the important point that if we have independent reason to think
that conditionalization is always rational, then this gives us reason to think that
Abs cannot be a legitimate inaccuracy measure (2006, Ft. 8). Insofar as our
independent reasons are Dutch Book theorems and the like, however, this ar-
gumentative strategy will be unavailable to the epistemic decision theorist who
eschews pragmatic arguments for epistemic norms.

5 Discussion

The EU measure advocated and explored here o�ers a solution to multiplicity
via a direct construction, rather than a characterization of the measure's prop-
erties. As Section 4 suggests, the method of narrowing the �eld of measures
by imposing plausibly-desirable properties on them not only leaves too much
to intuition, but it invites circularity when intuitions about what norms should
ultimately be validated drive judgments about what properties legitimate inac-
curacy measures must have. In contrast, the argument in this paper appeals
only to standard decision theory and rests on the basic question of whether
credences correspond to mixed strategies, which is extremely natural since each
is a placing of relative weight on the pure strategies.

The EU measure does not validate probabilism, the principal principle, or
conditionalization in the usual way, and although I �nd EU to prompt valuable
insights with regards to these norms, some will be unsatis�ed. The present ar-
gument should spark new discussion of these norms and of the nature and role
of the accuracy measures meant to justify them. In particular, those who want
to resolve multiplicity or even rule out Abs must work to provide compelling
arguments (rather than intuition) in support of candidate properties of inaccu-
racy measures and especially to ensure that those arguments do not rely on the
validity of the principles they seek to justify.

The representational framework used in this paper has advantages beyond
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making clear the importance of mixed strategies. For one, it is easy to explore
the implications of di�erent assumptions about the agent's payo�s. For example,
assigning utility of 1 (instead of 0) to accurate beliefs changes the incentive
structure since correct beliefs become independently valuable; credence of 1

2 in
the correct proposition becomes a break-even point with 0 utility, so that a
greater credence in the truth has positive utility and less credence, negative.
In contrast, when only inaccuracy matters, the agent must have a correct full
belief not to incur any loss.

Another useful alteration of the payo�s is to break the symmetry implied
by veritism and allow some true beliefs to be more valuable than others. A
pragmatist, for whom beliefs can have instrumental value, might �nd this useful;
we can reconstruct William James' famous examples in this way (1997). For
example, we can consider the problem of someone with a once-in-a-lifetime
opportunity to join an Arctic expedition, and who will join only if they believe
they should:

Nature

Agent
Should go to Arctic Should not go

Believe should go to Arctic 1,000 0
Do not believe 0 1

A momentous game

While James gives an informal argument that a �leap of faith� beyond the ev-
idence can be rational in such �momentous� situations, our framework allows
us to formalize this; standard decision criteria will support either a full belief
that the agent should go or much greater credence in that possibility. This is
an alternative to Pettigrew's reconstruction which justi�es the �leap� using the
Hurwicz criterion and symmetric payo�s (Pettigrew, 2016b); that argument is
purely epistemic while this one is pragmatic. Asymmetric payo�s can also be
used to represent situations that blur the lines between pragmatic and epis-
temic, in which di�erent true beliefs have di�erent instrumental values for the
purposes of gaining more true beliefs. Consider the above game with �should go
to Arctic� replaced with �induction is a legitimate method of forming beliefs.�

Finally, representing belief choices as games enables the consequences of dif-
ferent strategic assumptions to be explored. For example, if the game is zero-sum
(i.e. strictly competitive) then conservative beliefs are uniquely rational (Luce
and Rai�a, 1957, Appendix 2); in the urn game the unique equilibrium has both
the agent and Nature place weight of 1

3 on each color, while in the Arctic ex-
ample the agent places most weight on disbelief and Nature places most weight
on �should not go.� One motivation for introducing strategic assumptions is,
again, to formalize James' arguments, because he argues that Nature can be a
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�thou,� a real, interacting agent who cares about the agent's beliefs. Another
natural application (which I investigate elsewhere) is to social epistemology, be-
cause agents in epistemic communities may face truly strategic incentives. The
consequences of my belief choices may depend in part on what others believe,
for example if diverse beliefs are bene�cial or if current beliefs impact future
beliefs (both presumably common conditions).

In all of these epistemic problems � as in most pragmatic choice problems �
mixed strategies will be important solutions. We can thus expect that the basic
framework used here will be fruitful not only by helping to resolve the problem
of how to measure inaccuracy, but because representing choices as games is a
simple but powerful tool for evaluating choices of all kinds.
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